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Partners

• BSC (Barcelona Supercomputing Center)

• CHALMERS (Chalmers University of Technology)

• UNINE (Neuchatel University)

• TUD (Technical University of Dresden)

• CHR (Christmann)

• UNIBI (University of Bielefeld)

• TECHNION (Technion, Israel Institute of Technology)

• MAXELER (Maxeler Technologies Limited)

• DIS (Data Intelligence Sweden)

• HZI (Helmholtz Centre for Infection Research)
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Ambition

• Create software stack-support for energy-efficient 

heterogeneous computing
o Starting with Made-in-Europe mature software stack, and 

optimizing this stack to support energy-efficiency                      

o Computing on a commercial cutting-edge European-developed 
CPU–GPU–FPGA heterogeneous hardware substrate and 
FPGA-based Dataflow Engines (DFE)   

• Main goal: energy efficiency
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Overview



Computing Frontiers 2018

LEGaTO Objectives
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Hardware Platforms

• Christmann (RECS Box)
o Heterogeneous platform: Supports CPU (X86 or Arm), GPU 

(Nvidia) and FPGA (Xillinx and Altera)

• MAXELER
o DFE engine and toolset
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Use Cases
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Use Cases (cont.)

• Healthcare: Infection biomarkers 
o Statistical search for biomarkers, which often needs intensive 

computation. A biomarker is a measurable value that can indicate 
the state of an organism, and is often the presence, absence or 
severity of a specific disease

• Smart Home: Assisted Living 
o The ability of the home to learn from the users behavior and 

anticipate future behavior is still an open task and necessary to 
obtain a broad user acceptance of assisted living in the general 
public

• Smart City: operational urban pollutant dispersion modelling
o Modeling city landscape + sensor data + wind prediction to issue a 

“pollutant weather prediction”

• Machine Learning: Automated driving and graphics rendering
o Object detection using CNN networks for automated driving systems 

and CNN- and LSTM-based methods for realistic rendering of 
graphics for gaming and multi-camera systems
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Programming Models and Runtimes:
Dataflow!

• OmpSs – Nanos6 (BSC), XiTao (CHALMERS)

• Maxcompiler (Maxeler)

• Dfiant HLS (TECHNION)
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The parallel programming revolution
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The parallel programming revolution

In the future
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The parallel programming revolution

In the future
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Towards a single source for any target tagt

A need if we expect programmers to survive

 Architectures appear like mushrooms

Productivity

 Develop once → run everywhere

Performance

Key concept

 Sequential task based program on single address/name space

+ directionality annotations

 Executed in parallel: Automatic runtime computation of dependences

among tasks

Icons made by Feepik
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Execution Model

Thread-pool model

 Implicit parallel region

All threads created on startup (--smp-workers)

 One of them starts executing main (on SMP device)

 One representative (OpenCL/CUDA/FPGA) per device/accelerator

All workers get work from a task pool

 Can generate new work (more tasks) (only SMP workers)

 Single or multiple work-queues (--schedule)
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Memory Model
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Main element: task

Main computation unit

Asynchronous execution

Can be nested

States

 Instantiated →  Ready → Active → Completed

#pragma omp task in(lvalue_expr-list)      out(lvalue_expr-list) \

inout(lvalue_expr-list)   concurrent(lvalue_expr-list) \

commutative(lvalue_expr-list)



17

Extending the task annotation: data directionality

Specify data that has to be available before activating task

Specify data this task produces that might activate other tasks

You do NOT specify dependences but information for the runtime to 

compute them

Possible relaxations

 No need to specify for all data touched

 Programmer is responsible of possible races

#pragma omp task in(lvalue_expr-list)      out(lvalue_expr-list) \

inout(lvalue_expr-list)   concurrent(lvalue_expr-list) \

commutative(lvalue_expr-list)
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OmpSs: a sequential program

void cholesky(float *A[NT][NT]) {

for (int k=0; k<NT; k++) {

spotrf( A[k][k] ) ; 

for (int i=k+1; i<NT; i++) {

strsm( A[k][k], A[k][i] ); 

}

for (i=k+1; i<NT; i++) {

for (int j=k+1; j<i; j++) {

sgemm( A[k][i], A[k][j], A[j][i] );

}

ssyrk( A[k][i], A[i][i] );

}

}

}
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OmpSs: adding task annotations (with dependences)

void cholesky(float *A[NT][NT]) {

for (int k=0; k<NT; k++) {

#pragma omp task inout(A[k][k])

spotrf( A[k][k] ) ; 

for (int i=k+1; i<NT; i++) {

#pragma omp task in(A[k][k]) inout(A[k][i])

strsm( A[k][k], A[k][i] ); 

}

for (i=k+1; i<NT; i++) {

for (int j=k+1; j<i; j++) {

#pragma omp task in(A[k][i], A[k][j]) inout(A[j][i])

sgemm( A[k][i], A[k][j], A[j][i] );

}

#pragma omp task in(A[k][i]) inout(A[i][i])

ssyrk( A[k][i], A[i][i] );

}

}

}



void cholesky(float *A[NT][NT]) {

for (int k=0; k<NT; k++) {

#pragma omp task inout(A[k][k])

spotrf( A[k][k] ) ; 

for (int i=k+1; i<NT; i++) {

#pragma omp task in(A[k][k]) inout(A[k][i])

strsm( A[k][k], A[k][i] ); 

}

for (i=k+1; i<NT; i++) {

for (int j=k+1; j<i; j++) {

#pragma omp task in(A[k][i], A[k][j]) inout(A[j][i])

sgemm( A[k][i], A[k][j], A[j][i] );

}
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OmpSs: adding task annotations (with dependences)

Decouple how we write/think

(sequential order)

from how it is executed
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OmpSs task style - OpenMP for style
Parallelism

OpenMP 4.0 introduces

OmpSs-like Task dependences
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OmpSs Runtime: Nanos6

Target is Nanos 6 clusters
Nanos 6: New implementation of Nanos runtime system
Output of INTERTWINE project, used in ExaNoDe and EuroEXA

Clusters: distributed memory version of OmpSs
Completely new design in Nanos 6

Advantages of Nanos 6 clusters
OpenMP-derived programming model: no need for message passing

Data distribution and load balancing are handled by runtime system

Malleability: will support dynamically adding and removing nodes 

transparently to programmer



XiTAO: Generalized Tasks

Reduces Overheads

Reduces Parallel Slackness

Overcommits memory resources

 Improve Parallel Slackness by 

reducing dimensionality

 Reduce Cache/BW pressure by 

allocating multiple resources
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OmpSs+XiTao
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Maxeler System Architectures
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MPC-C: 
o up to 4 DFEs in standard server

MPC-X: 
o 8 DFEs in 1U dataflow appliance

o connect to standard server via Infiniband

o scale up on rack-level: connect many servers and MPC-Xs via IB



MaxCompiler Architecture / SW Stack
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• MaxCompiler
• MaxIDE
• Java
• Xilinx Vivado (MAX5)



MAXELER
Task-based kernel identification/DFE 
mapping

OmpSs identifies “static” task graphs while running and DFE kilo-task instance is 
selected

Instantiate static, customized, ultra-deep (>1,000 stages) computing pipelines 

DataFlow Engines
(DFEs) produce 
one pair of results 
at each clock cycle 
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High-Level Synthesis 
Languages and Tools

(e.g., C and Vivado HLS)

Register-Transfer Level 
HDLs

(e.g., VHDL)

Why Another Language?

DFiant: A Dataflow HDL

 Automatic pipelining

 Not an HDL

 Problem with state

 Separating timing 
from functionality

 Concurrency

 Fine-grain control

 Automatic pipeliningConcurrency

Fine-grain control

Bound to clock

Explicit pipelining
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Separating Register Functionality and 
Timing

3

1

2

1

2

3

Delay. Cycle delays are applied to 
cycle-accurate synchronous 
interfaces, pipelining, and time 
derivation.    

Synchronization.  Signals passing 
between clock domains and from 
asynchronous sources require 
synchronization. 

State. Preserves a value.

Dfiant HLS (Technion)
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Basic DFiant construct: Token Streams

o Each DFiant (dataflow) variable represents a stream of values (tokens)

• In general, streams are not timed (only ordered) and unbounded

o Operations on dataflow variables create new token streams. 

o Operations on multiple streams synchronizes the streams

• E.g., summation

5 2 1 0 3 3
t

sum

521033

4 6 0 0 2 1

790146
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LEGaTO System Stack



Questions?

https://legato-project.eu/

legato-project@bsc.es


